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1 Problem Setup
We have a dataset of IV parallel sentence pairs:
{(X@ YOy,
where:
o X0 = (xgi), xéi), ey xﬁf}) is the source sentence of length n;.

e YO = (yii)7yéi) ,yﬁfg) is the target sentence of length m;.

)

2 Encoder: Processing the Source Sentence

2.1 Token Embedding

Each word xgl) is represented as a one-hot vector xg-i) € RY, where Vj is the

source vocabulary size.
The embedding matrix W5 is of shape:

Wi e RV*4
The word embedding hgi) € R? is obtained by:
@OT _ OTprXx
h;” " =ax;7 Wg
For the entire sentence:
H® — X(i)TWg
where:
o X() ¢ RVsX" ig the one-hot representation.

o H() ¢ R"*4 contains word embeddings.



2.2 Add Positional Encoding
Since the Transformer lacks recurrence, we add positional encodings:
HO =—g® 4 p

where P € R™*4 is a fixed positional encoding matrix.

2.3 Self-Attention in Encoder
Compute queries, keys, and values:
QW = f{(i)Wg’ K® — ff(i)WI]?, V@ — f{(i)Wé?
where:
« WE WE WE e Rixd,
o Q) KW V() ¢ Rrixd,
Compute scaled dot-product attention:

7 )T
QWK )V(i)

AD = softmax (
Vd

Apply a feedforward network:

HY = ReLUADWEYWEF
where:
o WE WE ¢ RIx4,

o HY e R™x.

3 Decoder: Processing the Target Sentence

3.1 Token Embedding

Each target word yj(-i) is represented as a one-hot vector yéi) € RV, where V; is
the target vocabulary size.
The target embedding matrix is:

Wy e RV x4
The word embedding géi) € R? is obtained as:
g§l)T _ yj(l)TWg

For the entire sequence:



GO =yOTyY
where:
o YO ¢ RVixm:,

o G ¢ RMixd,

3.2 Masked Self-Attention

To prevent the decoder from attending to future words during training, we apply
a causal masking matrix M, defined as:

Moo= 0, if K < j (word can attend to itself and past words)
PR —o0, if k> Jj (future words are masked)

For example, if the decoder processes a sentence of length m = 4, the mask
matrix M is:

0 —o00 —00 —©
0 0 —00 —00
M = 0 0 0 —00

0 0 0 0

When added to the attention logits before applying the softmax function,
this ensures that the decoder cannot see future tokens.
Compute:

QY =cOwph, K =cOwR, v =acOwp
Apply the masked attention:

' @) g OT | ar )
A%) = softmax <QDD+> Vz()l)

Vd
3.3 Cross-Attention With Encoder Output

O awg, KD = HOWE, VO = YW

) () e @OT ,
Ag) = softmax | << —C Vc(f)
Vd



3.4 Final Feedforward and Softmax
HY = ReLUADWP)yWP

yoT — softmax(Hg)Wo)
where Wo € R¥V+ projects to the vocabulary.
yOT = [Zﬁl) A(i)]T c RmixVe

y ooy Ymi

4 Loss Function and Optimization

The cross-entropy loss is:

N m; Vi

£0) =~ 30> o o 4

i=1j=1k=1

where

. yy) [k] is 1 if the correct word is k, otherwise 0.

. g)§i) [k] is the predicted conditional probability for word k given it has seen
yj(f)<J and X,
We optimize by updating weights via gradient descent:

oL
4.1 Representing loss in terms of weights recursively

Since o _
YOT = softmaX(Hg)WO)

Thus, for any word k at position j in sentence i:
gjj(-i) [k] = softmax(Hg)WO)j’;C

And _ _
HY = ReLUAD WP YWP
Implies

g]@ [k] = softmax(ReLU(Ag) WEYWPWo) ik

In this way recursively substituting for values we can express loss in terms
of weights to be optimized.



5

Multi-Head Attention Mechanism

Instead of using a single self-attention mechanism, we can apply Multi-Head
Attention (MHA), where multiple attention heads independently compute
attention and their outputs are concatenated.

For each attention head j € [h], we compute:
Q;j=XWq,, K;j=XWkg,, V;=XWy,
where:
o Wo,,Wk,, Wy, € R%*4 are weight matrices for the attention head j.
e X represents the input (either encoder or decoder representation).

Each head computes scaled dot-product attention:

QK7
A; = softmax < ]\/g] Vi

The outputs of all heads are concatenated:

Concat(Ay, As, ..., Ap) € R**(hd)

Finally, we apply a learnable projection matrix Wy to transform back to d:

A= MHA(X) = Concat(A1, Az, ..., Ap)Wo

where Wy € R(hd)xd,
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